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Abstract. We consider a generalization of the shortest-path problem:
given an alphabet Σ, a graph G whose edges are weighted and Σ-labeled,
and a regular language L ⊆ Σ∗, the L-constrained shortest-path problem

consists of finding a shortest path p in G such that the concatenated
labels along p form a word of L. This definition allows to model, e. g.,
many traffic-planning problems. We present extensions of well-known
speed-up techniques for the standard shortest-path problem, and con-
duct an extensive experimental study of their performance with various
networks and language constraints. Our results show that depending on
the network type, both goal-directed and bidirectional search speed up
the search considerably, while combinations of these do not.

1 Introduction

Consider a multimodal road network, with roads differentiated by cate-
gories (highways, local streets etc.) and find in that network a shortest
path from a given start to a destination point that uses highway at most
once (thus avoiding on- and off-ramps). Another example is the k-similar-
path problem, where we want to compute two shortest paths between the
same pair of vertices such that the second path reuses at most k edges of
the first (this can be useful to avoid traffic jams in vehicle routing).

To formalize such problems, we augment the network edges with ap-
propriate labels and model the given restriction as a formal language.
The labels of the edges on a shortest path concatenated must then form
an element of the language. A detailed theoretical study of this (formal-)
language-constrained shortest-path problem (LCSP) was undertaken in
[4], where also a generalization of Dijkstra’s algorithm to solve this prob-
lem is given, and in [3] an implementation of this algorithm was tested
for the special case of linear regular languages (LinLCSP).



Building on this earlier work, we now consider the LCSP with arbi-
trary regular expressions (RegLCSP): we propose a concrete implemen-
tation of an algorithm solving this extended problem, and present adap-
tations of speed-up techniques designed for the standard, or unimodal,
shortest-path problem to our setting. In a systematic experimental study
on realistic transportation networks we investigate the applicability of
goal-directed search, Sedgewick-Vitter heuristic, and bidirectional search
as well as combinations of these. We also explore the scalability of our
implementation by applying them to instances of increasing size as well
as involving languages of varying complexity (both linear and general
regular expressions).

Our experiments show that goal-directed search and the Sedgewick-
Vitter heuristic yield substantial speed-up for RegLCSP on all European
and some US road networks, while bidirectional search performs well espe-
cially on railway networks. Unlike in the unimodal case, combinations of
bidirectional search with one of the other techniques do not perform any
better than each variant applied separately. Experiments with k-similar
paths confirm growing speed-up factors with increasing NFA sizes.

1.1 Related Work

Research on generalizations of the standard shortest-path problem has
traditionally focused on the extension of Dijkstra’s algorithm [5] to time-
dependent cost functions (cf. [8]), while comparatively little work has been
done on constraints restricting the set of feasible paths. There are reports
on studies of multimodal, or intermodal, shortest paths in transportation
science literature, however, generally of limited applicability. Regular lan-
guages as a model for constrained-shortest-path problems were first sug-
gested in [9], and applications to database queries described in [13, 7]. Our
initial motivation for studying LCSP problems comes from the TRAN-
SIMS project [1, 2]. A theoretical study on algorithmic and complexity-
related issues can be found in [4].

In [3], an algorithm for the RegLCSP problem with time-dependent
edge weights obeying the FIFO property is described, where an implicit
representation (cf. Section 3.1) is used; experimental results are presented
only for LinLCSP. Also for time-dependent RegLCSP, [11] gives an im-
plicit algorithm, running in linear time for FIFO weight functions. This
algorithm is extended in [12] to allow for turn penalties; some experimen-
tal results are reported in both these papers. The present work deals with
RegLCSP, where the focus is on an extensive experimental evaluation
of speed-up techniques with diverse classes of larger networks.



2 Foundation

In this section we formally define the regular-language-constrained short-
est-path problem, and describe two out of many algorithmic problems,
multimodal plans and k-similar paths, that can be tackled using our prob-
lem formulation.

2.1 Problem Statement

The regular-language-constrained shortest-path problem (RegLCSP) is
defined as follows. Given a finite alphabet Σ, a graph—also referred to
by network—G = (V,E, c, ℓ) with cost function c : E → R+ and la-
bel function ℓ : E → Σ, and a regular language L ⊆ Σ∗. For a query
(s, d) ∈ V × V find a shortest s-d-path p = (e1, e2, . . . , ek) in G such that
ℓ(p) ∈ L, where ℓ(p) is the concatenation ℓ(e1) ·ℓ(e2) · · · ℓ(ek) of the labels
of p’s edges. The cost—or length—of p is the sum of costs of p’s edges. By
Kleene’s theorem, a regular language can be represented through a non-
deterministic finite automaton (NFA), allowing for a concise description.

2.2 Applications

We describe two applications of the RegLCSP problem, which are also
respected in our experiments (other examples include turn complexity,
counting constraints, and trip chaining; cf. [3] for an overview).

Multimodal Plans. Consider a traveler who wants to take a bus from a
start s to a destination point d and suppose transfers are undesirable,
while walks from s to a bus stop and from a bus stop to d be allowed.
To solve such a task, add to the given road network a vertex for every
bus stop and an edge between each consecutive pair of stops. Label the
edges according to the modes of travel allowed (e. g., c for car travel; w
for walking on sidewalks and pedestrian bridges; b for bus transit). Now
the traveler’s restriction can be modeled as w∗b∗w∗, if we make sure that
the network contains a zero-length w-edge for each change of bus.

k-Similar Paths. We want to consecutively route two (or more) vehicles
from s to d such that the second uses at most k of the edges passed by
the first one. This can be useful, e. g., to plan for a travel group different
transfers between two fixed points. Note that the second path thus found
may, depending on the network and the choice of k, be of greater length.
To do this, find a shortest s-d-path p in the given network, label p’s edges
by t (for taken), the remaining ones by f (for free), and solve the s-d-query
again for the expression f∗(t ∪ f∗)kf∗.



3 Algorithms

We now show how RegLCSP can be solved through a product network
constructed from given network and NFA, and present some adaptations
of unimodal speed-up techniques to our multimodal algorithm.

3.1 Product Network

Consider the direct product of a weighted, Σ-labeled network G = (V,E,
c, ℓG) and an NFA A = (Q,Σ, δ, q0, F ) with set Q of vertices/states,
alphabet Σ, transition function δ, start vertex q0, and set F of final
vertices; let T be the set of state transitions t = (q1, q2) with δ(q1) = q2

and labels ℓA(t) ∈ Σ. The product network P = G × A is defined to
have vertex set {(v, q) | v ∈ V, q ∈ Q} and edge set {(e, t) | e ∈ E, t ∈
T, ℓG(e) = ℓA(t)}. The cost of an edge (e, t) ∈ P corresponds to c(e).

Theorem 1. Finding an L-constrained shortest path for some L ⊆ Σ∗

and (s, d) ∈ V × V is equivalent to finding a shortest path in the product
network P = G × A from vertex (s, q0) to (d, f) for some f ∈ F .

For the proof, one need only observe that there is a one-to-one cor-
respondence between paths in P starting at (s, q0) and ending at some
vertex (d, f) and s-d-paths in G whose labeling belongs to L (for de-
tails please refer to [4]). Theorem 1 immediately yields the RegLCSP

Algorithm, which performs an s-d-shortest-path search in P .

Implementation. Obviously, a direct implementation of this algorithm
would require Θ(|G| · |A|) space. We therefore propose a more practical
way without having to compute an explicit representation of P : the al-
gorithm considers pairs (v, q) ∈ P but to iterate over (v, q)’s outgoing
edges, simultaneously accesses the adjacency lists of v and q. To do this
efficiently, we store the outgoing edges of both G and A bundled by their
labels and keep pointers to the first edge of each bundle. Now we need
only iterate over all labels l ∈ Σ and consider each combination of ver-
tices v′ reachable from v via an edge labeled l and q′ reachable from q
via an edge labeled l. This implicit representation reduces storage space
to Θ(|G| + |A|), while time complexity does not increase by more than a
constant factor.

3.2 Speed-up Techniques

In order to improve the above-described RegLCSP Algorithm, we adopt
several approaches designed to speed up unimodal Dijkstra’s algorithm:
the key idea is to apply the genuine technique to the product network.



Goal-Directed Search (go). For given source and destination vertices s
and d, goal-directed search, or A∗ search, modifies the edge costs so that
during the search, edges pointing roughly towards d are preferred to those
pointing away from it. The effect is that potentially fewer vertices (and
edges) have to be touched before d is found. With networks featuring
distance metric, this modification, c̄, can typically be achieved through
Euclidean distances dist(v,w) between vertices v and w:

c̄(v,w) = c(v,w) − dist(v, d) + dist(w, d)

(in this case, c accounts for curves, bridges, etc., so that dist provides
a lower bound). When using travel, or time, metric, letting dist′(·, d) =
dist(·, d)/vmax with vmax = max{v,w}∈E dist(v,w)

/

c(v,w) yields a feasi-
ble lower bound.

Sedgewick-Vitter Heuristic (sv). If we do not insist on exact shortest
paths, a canonical extension of go is to bias the search to d even fur-
ther: the Sedgewick-Vitter heuristic [10] uses as modified cost function
c̄(v,w) = c(v,w)−α ·dist(v, d)+α ·dist(w, d) for some α ≥ 1, influencing
the trade-off between gain in running time and path length increase. For
previous work exploring this technique, cf. [6].

Bidirectional Search (bi). To reduce the search space, we run two simul-
taneous searches, forward and backward, starting from s and d, respec-
tively; the expected improvement is a halving of the number of touched
vertices1. A shortest s-d-path has been found when a vertex u is about
to be scanned that has already been settled (i. e., its distance from the
search’s origin has become permanent) by the search in the other direction
(note that the shortest path such found need not pass by u).

Combinations (bi+). We provide two variants for the combination of bi
with either go or sv: (1) the cost function used for the backward search
corresponds to that for the forward search; or (2) the cost function for
both searches is the average of modified cost functions with respect to s
and d, respectively:

c̄(v,w) = c(v,w)+1/2 ·(−dist(v, d) + dist(w, d) − dist(w, s) + dist(v, s)) .

1 The forward search will explore roughly r2 vertices to find an r-edge shortest path,
while the searches are likely to meet when each has explored roughly (r/2)2 vertices.



key network type n m

AZ Arizona road 545111 665827
DC Distr/Col road 9559 14909
GA Georgia road 738879 869890

key network type n m

LUX Luxembourg road 30087 70240
CHE Switzerland road 586025 1344496

DEU Germany rail 6900 24223

Table 1. Network sizes. Left: US road networks; right: European road and railway
networks. For each network, a short key, its type (road/rail), and the numbers n and
m of vertices and edges, respectively, are indicated.

4 Experimental Study

The empiric part of this work systematically investigates our implementa-
tion of the RegLCSP Algorithm and the speed-up techniques described
in the previous section. It can be seen as both a continuation and ex-
tension of [3] in that the restriction to linear expressions is waived and
besides goal-directed search and the Sedgewick-Vitter heuristic, bidirec-
tional search and combinations of techniques are employed. Our main fo-
cus is on the suitability of each technique for several networks and NFAs
and the speed-ups attainable. Moreover, two different problems that can
be tackled by RegLCSP (cf. Section 2.2) are considered.

4.1 Setup

Our experiments are conducted using realistic networks, representing var-
ious US and European road as well as European railway networks2 (cf. Ta-
ble 1). The road networks are weighted with actual distances (not neces-
sarily Euclidean lengths) and labeled with values reflecting road category
(from 1 to 4 for US and from 1 to 15 for EU networks, ranking from fast
highways to local/rural streets). The railway network represents trains
and other means of public transportation, where vertices mark railway
stations/bus stops and edges denote non-stop connections between two
embarking points, weighted with average travel times and labeled from 0
to 9 for rapid Intercity Express trains to slower local buses. One impor-
tant difference between the US and the European road data collections is
that the former come undirected, while the latter are directed.

We apply several specific language constraints of varying complexity,
listed in Table 2: for the US networks, we distinguish between enforced
use of highway (interstate or national), regional transfer (all categories

2 The US networks are taken from the TIGER/LINE collection, available at
http://www.dis.uniroma1.it/~challenge9/data/tiger/. The European road and
railway data were provided courtesy of PTV AG, Karlsruhe, and HaCon, Hannover.



key expression description n m

H (3∪ 4)∗(1∪ 2)+ ·
·(3 ∪ 4)∗

highway usage 3 10

R (2 ∪ 3 ∪ 4)∗ regional transfer 1 3U
S

rd
.

L 4∗ local streets 1 1

S (1 ∪ . . . ∪ 15)∗ unrestr. (simple) 1 15
C (1 ∪ . . . ∪ 15)∗ unrestr. (complex) 5 72

E
U

rd
.

L (10 ∪ 11 ∪ 12)∗ local streets 1 3

S (0 ∪ . . . ∪ 9)∗ unrestr. (simple) 1 10
C (0 ∪ . . . ∪ 9)∗ unrestr. (complex) 5 50

E
U

r/
w

N (1 ∪ . . . ∪ 9)∗ normal-speed trains 1 9

Table 2. Left: language constraints used with different networks (from top to bottom:
US road, European road and railway). For each NFA, a short key, regular expression
recognized by the NFA, informal description, and the numbers n and m of vertices and
edges, respectively, are indicated. Right: complex NFA representing for a decomposition
of the alphabet Σ = Σ1 ∪ Σ2 the unrestricted expression, Σ∗.

but interstates), and use of local/rural streets only; for the European
networks, we employ two different NFAs imposing no restriction at all
(besides the ‘canonical’, S, also an ‘artificially made-complex’ one, C) as
well as such restricting to local streets and avoiding high-speed trains (the
latter usually being a little more expensive), respectively.

To measure the performance of each speed-up technique T , we com-
pute the ratio tvpl/tvT of touched vertices (product vertices added to
the priority queue), where tvpl and tvT stand for the number of touched
vertices with plain Dijkstra (i. e., pure RegLCSP Algorithm) and with
T , respectively. This definition of speed-up both is machine independent
and proved to reflect actual running times quite precisely. Our code was
compiled with the GCC (version 3.4) and executed on several 2- or 4-core
AMD Opteron machines with between 8 and 32 GB of main memory.
Unless otherwise noted, each series consists of 1000 queries.

4.2 Multimodal Routing

The term multimodal here is used in an extended sense since depending
on the network type, it may refer either to multiple road categories or
train classes. For comparability reasons, we explore the exact algorithms
and the Sedgewick-Vitter heuristic separately.

Exact Algorithms Assessment of our results is done in two steps, where
we first provide a synopsis of the overall outcome and then detail on a
few networks under the aspect of path lengths.



Fig. 1. Average speed-up in terms of touched vertices with each of the algorithms
plain (pl), goal-directed (go), bidirectional (bi), and bidirectional/goal-directed com-
binations (bi+), applied to different networks (from top to bottom and left to right:
AZ, DC; GA, LUX; CHE, DEU); the NFAs used are indicated by the characters on
the lines (cf. Table 2).



Synopsis. Figure 1 shows for each combination of network, NFA, and al-
gorithm the average speed-up in terms of touched vertices in the product
graph; the algorithms are distinguished along the x-axis (using the abbre-
viations introduced in Section 3.2, where pl stands for plain Dijkstra) and
the NFAs are marked by their short keys (cf. Table 2). As a general re-
sult, it can be stated that both variants of the bidirectional/goal-directed
combination (lumped together under bi+) always seem to be dominated
by bi: there are just tiny differences in the number of vertices touched by
bi and either one of the bigo variants (or even bisv). This is astounding
insofar as in the unimodal case such combinations usually outperform
both go and bi. Moreover, NFA size (mostly the number of vertices) has
a direct impact on the number of touched vertices: the NFAs H and C
incur considerably higher numbers of touched vertices than the others do.

One striking difference between the various US networks is that for
the AZ and GA graphs, go search does not yield any improvement over
pl at all, however, a speed-up factor of up to 2 (i. e., a reduction of 50 %
of touched vertices) can be achieved for DC. Similar improvement of a
factor of 2 is reached with European road networks, while go accelerates
the DEU railway graph only marginally. On the other hand, bi gives
good speed-up of around 2 for the railway network; little improvement
in general for the US networks; and no speed-up, or even a slow-down
(especially with NFA L), for the European road networks.

Overall, the performance of each algorithm is strongly dependent on
the network properties, such as density or the metric used. It is also
noteworthy that some NFAs are so much restrictive that a larger number
of queries cannot be answered: e. g., with L, no feasible path is found for
34 and 53 % of the queries in the LUX and CHE networks, respectively.

Dijkstra Rank. To get a finer picture, we now consider, exemplarily for
the LUX network, the speed-up values categorized by the lengths of the
belonging shortest paths found, also called Dijkstra rank. Figure 2 shows
in the form of standard box plots the average speed-up with the algo-
rithms go and bi and NFA C. The best factors are obtained when the
Dijkstra rank lies somewhere in the middle of the complete range: a cer-
tain minimal distance between start and destination seems to be required
for the speed-up technique to kick in; with higher ranks (both vertices are
located near opposite borders of the network), however, the pl search is
naturally bounded already, so that the speed-up factors decrease again.
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Sedgewick-Vitter Performance of the sv heuristic can be measured in
terms of both reduction in the number of touched vertices and path length
increase: the bigger the choice of α, i. e., the greater the distortion towards
the target, the smaller gets the search space; however, with increasing α,
accuracy of the found paths drops. For the LUX network, we observed
that an α of 1.2 reduces the number of touched vertices by well over 20 %
on average while the path lengths remain exact for all but a few queries.
When raising α to 2, we save just over 80 % of touched vertices on average,
but path lengths increase by around 4 % (cf. Figure 3). The picture for the
DEU network looks similar, although much higher factors of α are needed
to cause some effect: a reasonable choice seems to be 50 (the number of
touched vertices diminishes to roughly a third with path quality almost
unaffected).
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4.3 k-Similar Paths

Besides exploring yet another practical application, the k-similar-path
problem, as defined in Section 2.2, allows to construct NFAs of virtu-
ally arbitrary sizes in a natural way: the NFA restricting the second path
found to k ≥ 0 edges shared with the first one consists of k+1 vertices and
2k + 1 edges. Figure 4 shows for the DC network and increasing values of
k both the number of vertices touched and speed-ups achieved with each
algorithm. As can be predicted from theory, the curves joining the num-
bers of touched vertices exhibit to be almost linear (in fact, they appear
slightly sublinear). With increasing NFA sizes (and hence bigger product
networks), speed-ups also rise: with bi search, only a small growth is no-
ticeable while with the go variant, the increase ranges between 1.75 (with
k = 1) and 2 (with k = 50).

5 Conclusion

We have shown how to solve the regular-language-constrained shortest-
path problem using product networks composed of a graph and an NFA,
and proposed techniques to speed up point-to-point queries. In a prac-
tical implementation, all variants were empirically tested with a variety
of real-world networks and constraints. Goal-directed and bidirectional
search are found to give good speed-ups also for the multimodal setting.
However, their performance greatly depends on the network properties.
The Sedgewick-Vitter heuristic can, especially for railway graphs, take
high α-parameters, while the paths found remain near-optimal. Surpris-
ingly, combinations with bidirectional search do not perform better than



the individual techniques. Investigating the application of k-shortest-path
problems, it could be shown that the speed-up attainable increases with
the size of the NFA.

In our opinion, the most interesting questions for future research in-
clude: adaptation and implementation of further speed-up techniques and
heuristics; comparison between implicit and explicit product network rep-
resentations; and integration of time-dependent cost functions.
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